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Abstract

Few-Shot Class-Incremental Learning (FSCIL) focuses on
incrementally learning novel classes using only a limited
number of samples from novel classes, which faces dual
challenges: catastrophic forgetting of previously learned
classes and over-fitting to novel classes with few avail-
able samples. Recent advances in large pre-trained vision-
language models (VLMs), such as CLIP, provide rich fea-
ture representations that generalize well across diverse
classes. Therefore, freezing the pre-trained backbone and
aggregating class features as prototypes becomes an intu-
itive and effective way to mitigate catastrophic forgetting.
However, this strategy fails to address the overfitting chal-
lenge, and the prototypes of novel classes exhibit seman-
tic bias due to the few samples per class. To address these
limitations, we propose a semantic Feature Decomposition-
Recomposition (FDR) method based on VLMs. Firstly, we
decompose the CLIP features into semantically distinct seg-
ments guided by text keywords from base classes. Then,
these segments are adaptively recomposed at the attribute
level given text descriptions, forming calibrated prototypes
for novel classes. The recomposition process operates lin-
early at the attribute level but induces nonlinear adjust-
ments across the entire prototype. This fine-grained and
non-linear recomposition inherits the generalization capa-
bilities of VLMs and the adaptive recomposition ability of
base classes, leading to enhanced performance in FSCIL.
Extensive experiments demonstrate our method’s effective-
ness, particularly in 1-shot scenarios where it achieves im-
provements between 6.70% and 19.66% for novel classes
over previous prototype-based methods on CUB200. Code
is available at https://github.com/herb1999/FDR.

1. Introduction

The remarkable success of deep neural networks (DNNs)
is largely based on training with large-scale static datasets

[23]. However, real-world scenarios such as autonomous
driving and robotic field operations often involve continu-
ously arriving data streams, where new categories emerge
incrementally with only sparse samples available. Al-
though humans excel at adapting to such dynamic envi-
ronments, existing learning-based algorithms struggle un-
der these constraints. To bridge this gap, Few-Shot Class-
Incremental Learning (FSCIL)[22] is introduced as a more
practical and challenging task, aiming to incrementally rec-
ognize novel classes from few-shot examples while preserv-
ing performance on base classes. The FSCIL task inherits
dual challenges from few-shot learning and continual learn-
ing. First, models must overcome the unreliable empiri-
cal risk minimization problem [26] when generalizing with
scarce novel class samples. Second, they must maintain
stability against catastrophic forgetting [16] of base classes
while adapting to incremental updates.

Since its introduction in 2020 [22], FSCIL has attracted
significant attention due to its potential in real-world ap-
plications, leading to a variety of early methodological de-
velopments, including meta learning[9, 31, 33], special-
ized model architectures[28, 29], optimization strategies
[19] and replay-based methods[10, 15]. However, these ap-
proaches face a longstanding plasticity-stability dilemma,
wherein models struggle to simultaneously preserve base
class knowledge while effectively accommodating novel
class acquisition.

Recently, leveraging the generalizable representations
of pre-trained models such as CLIP, prototype-based met-
ric learning approaches [1, 21, 30, 32] have emerged as
a prominent solution to mitigate catastrophic forgetting.
These methods typically freeze the pre-trained backbone
networks and aggregate features from samples within each
class to construct prototypes, enabling effective knowledge
preservation and incremental learning. However, the scarce
samples of novel classes hinder the full exploitation of fea-
tures from large pre-trained models, yielding semantically
biased novel prototypes that deviate from true class distri-
butions. To address these biases, existing methods [1, 7, 10]
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leverage supplementary information from base class pro-
totypes to calibrate novel ones. Nevertheless, these ap-
proaches directly employ entire similar base prototypes to
compensate for the biased novel ones, lacking mechanisms
to identify which specific components are transferable. This
oversight leads to reduced inter-class distances between
novel and base classes, causing feature space entanglement.

To address these limitations, we propose a Feature
Decomposition-Recomposition (FDR) framework that en-
ables fine-grained prototype calibration through attribute-
level knowledge transfer. Our key insight is that although
the feature representations from large pre-trained mod-
els contain sufficient information for classifying diverse
classes, their correct classification depends on strategically
extracting generalizable features, particularly for few-shot
classes. Specifically, given features from pre-trained VLMs
like CLIP, we first decompose the visual prototypes of base
classes into semantic-aware feature segments by establish-
ing mappings between CLIP visual features and attribute
keywords through a keyword grounding function. These
semantic feature segments are transferable across classes.
Next, for novel classes, given a set of keywords describ-
ing them, each corresponding feature segment of the biased
prototype derived from few-shot samples is calibrated by
recombining segments from similar base class prototypes
(e.g., calibrating the ”cannon” prototype by combining
”wheel” segments from classes like bicycles and ”cylindri-
cal” segments from classes like lipsticks). The combina-
torial possibilities for synthesizing novel prototypes grow
exponentially as the number of base classes increases, ef-
fectively addressing the prototype entanglement problem.

The contributions of this work are threefold:
1. We propose a semantic feature decomposition and re-

composition method, FDR, that divides CLIP’s frozen
features into reusable attribute-level feature segments,
enabling precise and easy knowledge transfer from base
classes to novel ones for enhanced incremental learning.

2. We design a keyword grounding function to decompose
CLIP’s frozen features into semantic-aware segments,
and introduce a segment-wise recomposition method to
calibrate biased prototypes at the fine-grained attribute-
level.

3. Our approach is training-free, simple yet highly effec-
tive, achieving improvements of 6.70%-19.66% in novel
class accuracy over state-of-the-art methods, showcasing
its practical utility.

2. Related Work
Incremental learning (IL), also referred to as continual
or lifelong learning, distinguishes itself from conventional
machine learning by addressing dynamic data distributions
where models must continually integrate new knowledge
from sequential tasks while preserving performance on pre-

viously learned ones [25]. The core challenge lies in bal-
ancing learning plasticity for new knowledge and memory
stability for old knowledge [16]. An intuitive approach to
ensure the stability of old knowledge is to retain represen-
tative samples from previous tasks and replay them during
training on new tasks[8, 13, 18]. However, growing mem-
ory demands and privacy concerns limit their scalability. To
enhance storage efficiency, retaining features of old sam-
ples and replaying them later is also an option[12]. An-
other method for preserving old knowledge is generative
replay[20, 27], where a generative model learns the distribu-
tion of old data and replays generated samples or features.
These methods primarily focus on preserving old knowl-
edge rather than leveraging it to enhance new task learning.

Few-Shot Learning (FSL) requires models to learn from
a limited number of labeled samples, making it suitable
for real-world scenarios where data is scarce due to safety,
privacy, or ethical concerns[26]. Metric-based methods
[14, 21, 24] have proven to be simple and effective solu-
tions by learning transferable embedding spaces. Prototypi-
cal Networks[21], for instance, define a metric space where
classification is performed by computing distances to proto-
type representations of each class. These prototypes, com-
puted as class-mean feature vectors, naturally accommodate
incremental updates by freezing the embedding backbone –
a property that makes them particularly suitable for few-
shot class-incremental learning [22]. However, prototype
quality degrades significantly under extreme data scarcity
(e.g., 1-shot settings), as limited samples fail to capture true
class distributions, leading to biased prototypes that mis-
align with semantic realities.

Few-Shot Class-Incremental Learning (FSCIL) aims
to incrementally learn novel classes given only its few
shots[22], which merges challenges from IL and FSL: pre-
venting catastrophic forgetting of base classes while gen-
eralizing to novel classes with sparse samples. A common
strategy to mitigate this is to use semantically similar base
classes to correct biases in novel classes[1, 7, 10]. Addition-
ally, incorporating side information from language has been
explored to enhance model performance[7, 10]. The clos-
est to our work is [1], which reduces novel prototype bias
by globally calibrating them with similar base prototypes.
However, such coarse-grained adjustments compress inter-
class distances, leading to prototype entanglement in later
phases. Our method addresses these limitations through
fine-grained calibration, decomposing prototypes into se-
mantically meaningful sub-features for targeted composi-
tion. This enables precise inheritance of relevant visual at-
tributes from multiple base classes while maintaining inter-
class separability. The integration of language semantics
also resolves ambiguity in visual similarity measurements,
particularly for classes sharing partial attributes rather than
global appearances.
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3. Background
Following the existing works [1, 7, 10, 22], the Few-Shot
Class-Incremental Learning (FSCIL) task is defined as a
process consisting of (1 + T ) sequential learning sessions,
which are divided into two consecutive phases:
• Base phase (the first session S0): during S0, the model

is trained on M base classes C0 = {C1, ..., CM} with
abundant samples per class.

• Incremental phase (sessions S1 ∼ ST ): following the
N-way K-shot protocol, at each session St|Tt=1, the model
learns N novel classes with K samples per class (typi-
cally K ≤ 5). The novel classes are denoted as Ct =
{CMt+1, ..., CMt+N} with M t = M + (t − 1) × N .
The label spaces across distinct sessions remain strictly
disjoint, i.e. Ci ∩ Cj = ∅ ∀i, j ∈ {0, ..., T}, i ̸= j.

The model in few-shot class-incremental learning is ex-
pected to maintain classification accuracy across all base
classes while achieving precise classification for novel
classes. When leveraging a large pre-trained model as the
feature extractor, it can extract rich and informative features
for both base and novel classes attributing to its general-
ization capability. Consequently, obtaining a well-defined
prototype is often sufficient for classification.

For base classes, prototypes can be easily derived by ag-
gregating abundant samples, as demonstrated by existing
methods like [21]. Specifically, each class C is represented
by a prototype vector pc ∈ Rd, computed as the mean fea-
ture of all samples belonging to that class:

pc =
1

|Ic|
∑

(xi,yi)∈Ic

fθ(xi), (1)

where fθ denotes the frozen feature extractor (large pre-
trained model like CLIP in this work), and Ic contains all
available samples for class C.

For novel classes at session St, the prototypes can also
be derived from few-shot samples following Eq. (1). How-
ever, these prototypes are often biased due to the limited
number of training examples. Such bias can result in sub-
optimal classification performance, presenting a significant
challenge in FSCIL.

During inference at session St, the classification prob-
ability for a test sample x is calculated by measuring the
distance between its feature representation fθ(x) and the
prototype vectors of all classes encountered (i.e.

⋃t
i=0 Ci)

so far.

4. Method
To mitigate semantic bias in novel-class prototypes derived
from scarce samples, we propose a semantically feature
decomposition-recomposition approach for calibrating the
prototype in a fine-grained manner at keyword attribute
level. An overview is illustrated in Fig. 1.

Our proposed method consists of two stages: 1) se-
mantic feature decomposition stage, which establishes a
grounding of text attribute keywords to CLIP features using
base classes. It produces a set of meaningful feature seg-
ments, each corresponding to a specific semantic keyword.
These feature segments are transferable across classes, en-
suring their help to novel classes. 2) Feature segments re-
composition stage, which adaptively calibrates the proto-
types of novel classes by recomposing the semantic-aware
feature segments according to the keywords associated with
the novel classes. This process enables fine-grained refine-
ment of the prototypes at keyword attribute level, mitigating
bias and improving classification performance.

4.1. Semantic feature decomposition

In this stage, for each base class C, we begin by generat-
ing visual descriptions and attribute keywords using Large
Language Models (LLMs). Next, leveraging the vision-
language alignment capabilities of CLIP models, a fine-
grained mapping from these keywords to visual features is
established, producing a set of semantically meaningful fea-
ture segments.

Firstly, with the help of LLMs, a textual description Dc

for each class C is generated conditioned on class names
(e.g. ”toaster”). For instance, Dc might be ”A rectangu-
lar kitchen appliance with metal or plastic housing, slots for
inserting bread, and controls like dials/buttons.” Addition-
ally, m attribute keywordsKC = {k1, ..., km} are extracted
fromDc. Each keyword ki describes a visual attribute of the
class C (e.g. ”rectangular” and ”slots” for class ”toaster”).
These textual descriptions and keywords capture the seman-
tic attributes of the class.

Secondly, we design a keyword grounding function Gϕ
to establish fine-grained mappings from these keywords to
visual feature segments of base prototypes. Leveraging
CLIP’s frozen visual encoder fθ and textual encoder gϕ ,
we obtain aligned visual prototype pc (same as Eq. (1)) and
textual representations tc = gϕ(Dc), where tc ∈ Rd de-
notes the text embedding of description Dc. Since CLIP’s
text and image embeddings are aligned, mapping a keyword
ki to a segment of the text feature space inherently implies a
corresponding mapping to the associated segment in the im-
age feature space. Therefore, for each keyword ki ∈ KC ,
the keyword grounding function Gϕ generates a grounding
vector gi by evaluating the relevance of the keyword to the
entire textual representation:

gi = Gϕ(ki,Dc),∈ {0, 1}d. (2)

Here gi is a sparse binary mask, where entries with a value
of 1 indicate the dimensions at which the keyword ki con-
tributes most significantly to the text embedding tc of de-
scription Dc.
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Figure 1. Overall Architecture of Our Feature Decomposition-Recomposition (FDR) method. The calibration process is as follows:
1) Feature Decomposition of Base classes: For all classes, LLMs are leveraged to generate category descriptions and extract seman-
tic keywords. CLIP encodes both image features (aggregated as prototypes) and textual descriptions. A Keyword Grounding Function
then decomposes textual embeddings into semantic-aware feature segments aligned with specific keywords, achieving attribute-level de-
composition of visual and textual features. 2) Segments Recomposition for calibrating Novel class: For novel classes, we match each
keyword-derived textual feature segment with semantically similar segments from base classes. The corresponding visual feature segments
from multiple base prototypes are recomposed to calibrate the raw novel prototype. For instance, when calibrating the cannon prototype
(which suffers from missing wheel features due to limited samples), our method identifies wheeled segments from unicycle and oxcart pro-
totypes and cylindrical segments from lipstick and water tower prototypes. This fine-grained recomposition supplements missing attributes
while preserving class-discriminative characteristics.

During the text encoding process of CLIP, the embed-
ding of the entire text description Dc inherently incorpo-
rates the contributions of tokens from each word including
those visual keywords ki ∈ KC . This means that the atten-
tion mechanisms and other internal structures implicitly re-
veal how and where each keyword contributes to the overall
textual representation. Therefore, the keyword grounding
function Gϕ is designed to leverage CLIP’s internal atten-
tion mechanisms to identify these contributions.

Specifically, in the last transformer layer of CLIP
textual encoder gϕ, Dc is tokenized as n tokens
{[SOS], token1, ..., tokenn−2, [EOS]}. Given the atten-
tion matrix A ∈ Rn×n and value matrix V ∈ Rd×n, tc
is calculated as the output of the last transformer layer as
follows:

tc = V(:, :)A(:, eos)+h = (a1v1+ ...+anvn)+h, (3)

where A represents the inter-token attention weights, V
represents transformed token representations of all words,
ai = A[i, peos] represents the attention weight from the i-th
token to the [EOS] token, and vi means the value vector of
the i-th token from CLIP’s final transformer layer.

As can be seen from the calculation of tc in Eq. (3),
the attention matrix A and value matrix V implicitly re-
veal how and where each keyword contributes to the overall
textual representation. Therefore, we extract these token-

wise contribution values as a contribution indication matrix
B ∈ Rd×n:

B = [a1v1, ... , anvn]. (4)

Here, the columns of B describe different text tokens, while
the rows represent feature channels. Each element B(j, i)
indicates the contribution of the i-th token’s j-th feature di-
mension to the final [EOS] embedding, serving as an effec-
tive indicator for keyword-related feature dimensions.

Therefore, to quantify the influence of each token on the
text embedding B, we apply a softmax operation along the
token dimension (horizontal) of B. This results in a ma-
trix C, where each element represents the proportion of
tokeni’s contribution to tc at feature dimension j, relative
to all text tokens:

C(i, :) = Softmax(B(i, :)) (5)

Then, we perform top-q binarization along the feature di-
mension (vertical) of B, converting each column C[:, i]
into into a sparse binary mask gi (previously introduced in
Eq. (2)) as follows:

gi(j) =

{
1, if C(i, j) is within top-q responsive of C(:, j)

0, otherwise.
(6)

This process isolates the most significant feature dimen-
sions associated with each keyword, enabling grounding of
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textual keywords to text feature segments.
According to Eqs. (2) to (6), we can derive a fine-grained

mapping from each keyword to its corresponding feature
segments. While this mapping is computed independently
for each class, ideally, the same keyword associated with
different classes should yield identical mappings. However,
in practice, slight discrepancies often arise due to variations
in class contexts. To ensure consistency, for keywords that
appear across multiple base classes, we unify all selected
feature dimensions by taking the union of their respective
binary masks. This strategy preserves all potentially rele-
vant dimensions for the keyword, enhancing robustness and
consistency in the grounding process.

Since CLIP’s visual and textual feature spaces are
aligned, given a keyword ki, we can obtain the visual fea-
ture segment sci of prototype pc, by simply performing an
element-wise multiplication as follows:

sci = pc ⊙ gi. (7)

In this way, we achieve semantic-aware decomposition
of base class prototypes guided by textual keywords of vi-
sual attributes, where each feature segment sci retains only
the dimensions most relevant to the corresponding semantic
keyword.

4.2. Feature segments recomposition for fine-
grained calibration

The prototypes of novel classes are often biased due to
the limited number of shots available per class. While the
full-dimensional features of these prototypes can only be
derived from the novel class samples, certain partial fea-
tures—such as visual attribute features—frequently over-
lap with those of base class prototypes. For instance, fea-
tures like ”wheels” are shared between the novel class ”can-
non” and base classes ”unicycle”, ”oxcart”, and ”race car”.
Leveraging this inherent property, we calibrate the proto-
types of novel classes by piecewise refinement of their se-
mantic feature segments. This is achieved by ensembling
similar segments from the base classes, thereby enhancing
the representational accuracy and reducing bias in the novel
class prototypes.

In this process, given any novel class C̃, we first generate
its initial prototype pc̃ and visual keywords KC̃ following
the same process as base classes.

Next, for each keyword ki ∈ KC̃ , we retrieve the cor-
responding feature segments scji from the base-class proto-
types that share the same keywords. These segments are
then combined using a weighted summation to calibrate the
feature segment of the novel class:

ri =
∑M

j=1
wj · s

cj
i . (8)

Here, the scji represents the prototype segment of base class
Cj corresponding to the keyword ki. The weight wj reflects
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Figure 2. Implementation of keyword grounding function Gϕ. The
upper describes the computation of tc using CLIP, while the lower
details the process for generating the grounding vector gc.

the similarity between the feature segments of C̃ and base
class Cj . This similarity is approximated by computing
the textual embedding similarity between the textual seg-
ment of novel class tc̃ ⊙ gi and that of every base class
tcj ⊙ gi, Cj ∈ C0. The top-r similarity scores are pre-
served after using a softmax function, while the remaining
similarity scores are set to zero. This ensures that only the
most semantically relevant base-class feature segments are
retained, yielding the final weights wj .

After obtaining feature segments for all keywords asso-
ciated with novel class C̃, keyword-specific adjustments are
iteratively applied to novel prototype pc̃ to obtain the final
calibrated prototype as below:

pc̃ ← (1− α) · pc̃ + α · ri, i ∈ {1, ...,m} (9)

where α is a trade-off hyperparameter that balances the pro-
totype directly from the few shots and calibrated one.

In Eq. (9), each calibration ri is performed individually
and is a linear combination of similar feature segments from
base-class prototypes. Importantly, this linear combination
varies for different feature segments, as the weights and
contributing segments depend on the specific keyword ki.
Consequently, the overall calibration is semantic-segment-
wise linear but nonlinear overall, ensuring fine-grained
and more accurate prototype calibration for few-shot novel
classes.
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Table 1. Comparison with existing methods (5-shot setting). Abase for base session accuracy, Aavg for AvgAcc across all sessions

Method Backbone Training Free CIFAR100 miniImageNet CUB200 IN1K-FSCIL
Abase Aavg Abase Aavg Abase Aavg Abase Aavg

CLOSER[2] ResNet-18/20 No 75.7 63.1 76.0 62.8 79.4 69.1 - -
Yourself[6] ViT-B-IN21K No 82.9 67.0 84.0 68.8 83.4 69.9 - -
LP-DiF[4] ViT-B-CLIP No 80.2 75.1 96.3 93.8 83.9 74.0 - -
PriViLege[5] ViT-B-CLIP No 84.2 77.2 95.4 92.7 82.1 74.2 72.1 68.9
EASE[3] ViT-B-IN21K No 85.1 78.0 96.8 93.9 83.0 75.1 73.3 70.4
FDR(Ours) ViT-B-CLIP No 87.7 79.3 95.3 89.2 84.4 77.7 73.6 70.9
Baseline ViT-B-CLIP Yes 75.7 67.9 92.0 88.6 80.9 73.6 69.2 65.9
TEEN[1] ViT-B-CLIP Yes 75.7 68.4 92.0 88.7 80.9 73.7 69.2 66.1
FDR(Ours) ViT-B-CLIP Yes 75.7 68.5 92.0 89.1 80.9 74.1 69.2 66.4

Table 2. Comparison with existing methods on CUB200-1-shot benchmark (Accuracy %). Bold indicates best performance. ∆ shows
improvement of our method over the previous best. Due to space limitations, only the first three and last three sessions are shown.

Session 0 1 2 3 8 9 10
Method AvgAcc AvgAcc NAcc AvgAcc NAcc AvgAcc NAcc AvgAcc NAcc AvgAcc NAcc AvgAcc NAcc
Baseline [21] 80.85 74.18 14.25 68.86 18.66 65.00 18.39 52.12 18.22 51.64 20.30 49.75 19.86
TEEN [1] 80.85 76.40 35.16 71.89 38.26 66.70 30.00 56.60 29.75 56.14 32.19 54.48 31.56
FDR(Ours) 80.85 77.26 54.82 72.93 50.09 68.38 39.74 58.33 36.45 58.76 38.91 57.37 38.40
∆ - +0.86 +19.66 +1.04 +11.83 +1.68 +9.74 +1.73 +6.70 +2.62 +6.72 +2.89 +6.84

5. Experiments
This section begins by detailing the datasets and implemen-
tation specifics. Subsequently, it presents a comparison with
existing approaches to benchmark performance, followed
by an ablation study to assess the effectiveness of individ-
ual components of our method.

5.1. Datasets and Implementation Details
The evaluations are conducted on four benchmarks, fol-
lowing standard Few-Shot Class-Incremental Learning (FS-
CIL) protocols: CIFAR100, miniImageNet, CUB200, and
IN1K-FSCIL.

CIFAR100, miniImageNet, and CUB200 are widely
used benchmarks for FSCIL. CUB200 contains 200 bird
species, while miniImageNet and CIFAR100 each comprise
100 common everyday object categories. This section de-
tails the experimental results on CUB200; results for the
other two datasets are provided in the supplementary ma-
terial. We adopt the same dataset split for CUB200 as
used in existing works [1, 30, 32], denoted as CUB200-5-
shot. Specifically, this follows an 11-session split: Session
0 uses 100 base classes (3,000 images), followed by 10 in-
cremental sessions, each introducing 10 novel classes with
5-shot support per class. To further evaluate the effective-
ness of prototype calibration under conditions of extreme
data scarcity, we also evaluate a 10-way 1-shot configura-
tion for CUB200, where only one sample per novel class is
available. This configuration is denoted as CUB200-1-shot.

IN1K-FSCIL. Furthermore, to assess scalability in real-
world scenarios with more classes, we construct a challeng-

ing ImageNet1K[11] variant by reorganizing 1,000 classes
into 800 base classes (200 images per class) and 200 novel
classes divided across 10 incremental sessions (20-way 1-
shot), which is denoted as IN1K-FSCIL. This setting in-
troduces higher inter-class density and diversity compared
to existing benchmarks, better simulating practical applica-
tions requiring large-scale incremental learning. The results
are provided in the supplementary material.

Implementation: For our method, all experiments are
implemented in PyTorch with CLIP-ViT/B-16 [17] as the
backbone. 512-dimensional visual and textual features
are extracted from CLIP’s aligned embedding space, with
the backbone frozen during both the base and incremental
phases, making FDR a training-free method. To further
bridge the domain gap between CLIP’s pretraining data and
the target dataset, we apply LoRA fine-tuning on CLIP dur-
ing the base phase by leveraging an image-text contrastive
loss, while refraining from any training in the incremental
phase.

Evaluation Metrics: For evaluation, we adopt the com-
monly used metric of average accuracy (AvgAcc). Specif-
ically, at session t, the average classification accuracy is
computed across all classes encountered up to that session
(i.e. M + t ∗ N ). While AvgAcc provides a compre-
hensive measure of overall performance, it is less sensi-
tive to the accuracy of newly learned novel classes. To ad-
dress this, we also introduce the average accuracy for novel
classes, denoted as NAcc. NAcc is calculated similarly to
AvgAcc (i.e., classification over all classes), but the pro-
portion of correctly classified instances is computed exclu-
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Table 3. Comparison with existing methods on CUB200-5-shot benchmark (Accuracy %). Bold indicates best performance. ∆ shows
improvement of our method over the previous best. Due to space limitations, only the first three and last three sessions are shown.

Accuracy in each session (%)
Method Backbone 0 1 2 3 8 9 10

AvgAcc AvgAcc NAcc AvgAcc NAcc AvgAcc NAcc AvgAcc NAcc AvgAcc NAcc AvgAcc NAcc
Baseline[21] ResNet18 74.14 68.09 12.33 61.86 9.59 57.62 8.56 45.55 8.85 43.33 10.18 41.48 10.06
TOPIC[22] ResNet18 68.68 62.49 - 54.81 - 49.99 - 32.22 - 28.31 - 26.26 -
CEC[30] ResNet18 75.85 71.94 - 68.50 - 63.50 - 54.83 - 53.52 - 52.28 -
FACT[32] ResNet18 75.90 73.23 - 70.84 - 66.13 - 58.41 - 57.89 - 56.94 -
TEEN[1] ResNet18 77.26 76.13 - 72.81 - 68.16 - 61.19 - 60.32 - 59.31 -
Baseline[21] CLIP 80.85 79.11 65.02 77.49 65.02 73.98 57.20 69.53 56.11 69.35 58.31 69.20 59.13
TEEN [1] CLIP 80.85 79.21 67.23 77.54 66.18 73.87 58.21 69.56 56.86 69.45 58.01 69.37 58.83
FDR(Ours) CLIP 80.85 79.38 73.76 77.70 70.73 74.28 62.51 70.13 59.68 70.08 61.81 70.15 62.79
∆ - +0.17 +6.53 +0.16 +4.55 +0.30 +4.30 +0.57 +2.82 +0.63 +3.80 +0.78 +3.96

sively within the novel classes.

5.2. Comparison with Existing Methods
We have made comparisons against recent SOTA methods
[2–6]. As shown in Table 1, our FDR method surpasses all
training-free approaches, consistent with the results of the
main paper. For approaches that require training[2–6], we
apply the CLIP backbone fine-tuned on base classes. The
fine-tuning significantly improves the base session accuracy
of our method, making it outperform other methods on CI-
FAR100, CUB200, and IN1K-FSCIL.

Table 2 and Table 3 present the detailed comparison re-
sults on the CUB200 dataset. All methods utilize the same
frozen CLIP backbone (without fine-tuning) or ResNet18
to ensure a fair comparison. The baseline represents vanilla
Prototypical Networks [21], which directly uses CLIP fea-
tures without prototype calibration. The recently proposed
method, TEEN, demonstrates significantly better perfor-
mance than the baseline, benefiting from its comprehensive
prototype calibration. Furthermore, our method achieves
superior performance across all sessions in both 5-shot and
1-shot settings. Notably, in the 1-shot setting, our method
achieves a 6.70%∼19.66% improvement in NAcc across
all incremental sessions when comparing with holistic cal-
ibration method [1], highlighting its effectiveness in bias
correction even under extreme data scarcity. Addition-
ally, the progressive increases in AvgAcc, with improve-
ments ranging from +0.86% to +2.89%, suggest cumula-
tive advantages from our composition strategy as the in-
cremental sessions progress. present the comparison re-
sults on the CUB200 dataset. All methods utilize the
same frozen CLIP backbone or ResNet18 to ensure a fair
comparison. The baseline represents vanilla Prototypical
Networks [21], which directly uses CLIP features with-
out prototype calibration. The recently proposed method,
TEEN, demonstrates significantly better performance than
the baseline, benefiting from its comprehensive prototype
calibration. Furthermore, our method achieves superior per-
formance across all sessions in both 5-shot and 1-shot set-

tings. Notably, in the 1-shot setting, our method achieves
a 6.70%∼19.66% improvement in NAcc across all incre-
mental sessions when comparing with holistic calibration
method [1], highlighting its effectiveness in bias correction
even under extreme data scarcity. Additionally, the pro-
gressive increases in AvgAcc, with improvements ranging
from +0.86% to +2.89%, suggest cumulative advantages
from our composition strategy as the incremental sessions
progress.

Table 4. Ablation study on CUB200-1-shot (Session 10).

Method AvgAcc NAcc
No Calibration 49.75 19.86
Holistic Calibration only 54.48 31.56
Random Feature Segments 54.83 32.08
Naive Keyword Grounding 56.61 36.25
Full (Ours) 57.37 38.40

5.3. Ablation Studies
This section presents ablation experiments on the CUB200-
1-shot dataset to quantify the contribution of each compo-
nent and assess the impact of hyperparameters. The perfor-
mance is evaluated using the final session’s metrics, includ-
ing the average accuracy (AvgAcc) for all classes and the
novel class accuracy (NAcc) for all novel classes.

Effectiveness of Component. We dissect the key com-
ponents of our method through several controlled experi-
ments:
• No Calibration: This strategy directly aggregates features

of each class provided by the CLIP backbone to form pro-
totypes. For novel classes, the prototype is calculated di-
rectly from the few-shot samples without any calibration.
As a result, this approach serves as a vanilla baseline.

• Holistic Calibration: This method corresponds to the
TEEN approach [1], which employs holistic calibration
for prototypes. It is used as a comparative baseline to
dissect and evaluate the effectiveness of the fine-grained
calibration proposed in our method.
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Figure 3. Impact of hyperparameters on average accuracy over all novel classes at last session (i.e. NAcc), where q stands for the size of
feature segments, r for the number of base-class feature segments for calibrating, and α for the calibration strength of each feature segment.

• Random Feature Segments: This strategy represents a de-
graded version of our method, where the feature segments
are replaced by random divisions of visual features with-
out any semantic guidance. This approach is used to dis-
sect the necessity of the keyword grounding function.

• Naive Keyword Grounding: This strategy also represents
a degraded version of our method, where the mapping of
each keyword to the feature segment is simplified by mul-
tiplying the [EOS] token embedding with the keyword
token embedding, rather than incorporating the attention
matrix A and value matrix V. This approach is used to
dissect and demonstrate that whether the design of the
keyword grounding function is trivial.

The evaluation results are shown in Table 4. As can
be observed, the 11.70% NAcc gain of ”Holistic Calibra-
tion only ” over ”No Calibration” confirms that prototype
calibration is beneficial. Furthermore, our method outper-
forms ”Holistic Calibration only ”, demonstrating that fine-
grained calibration of few-shot class prototypes is both ef-
fective and necessary. The inferior performance of ”Ran-
dom Feature Segments ” and ”Naive Keyword Grounding”
compared to our full method indicates that the effectiveness
of fine-grained calibration for few-shot class prototypes re-
lies heavily on its elaborate design. This underscores the
value of our carefully designed keyword grounding func-
tion, highlighting its critical role in achieving superior per-
formance.

Impact of Hyperparameter. We analyze the impact of
three key parameters in controlled experiments:

• Top-q binarization are conducted on contribution indi-
cation matrix B along the feature dimensions, where q
controls the size of feature segments. From Fig. 3a, we
observe that feature segments obtained the best perfor-
mance with q = 50 in NAcc. Smaller values of q (e.g.,
10 and 30) result in smaller feature segments, which may
be insufficiently captured by the corresponding keywords,
leading to suboptimal performance. On the other hand,
larger values of q (e.g., 200, 512) degrade performance, as
they tend to approach holistic calibration and fail to yield
improvements. This indicates that an intermediate granu-

larity in feature segmentation, which well corresponds to
the keyword, is essential.

• Top-r similar prototype segments from base classes are
combined to calibrate the novel class, where r controls
the number of base-class feature segments for calibrat-
ing. In Fig. 3b, we see that increasing the number of sim-
ilar prototypes (i.e. a larger r) enhances performance up
to r=50, after which further increases do not yield sub-
stantial benefits. This suggests that a small set of highly
relevant prototypes is sufficient for effectively calibrating
novel class prototypes. Including too many segments may
introduce noise or less relevant information, diminishing
the calibration quality.

• Calibration ratio α controls the calibration strength of
each feature segment. As shown in Fig. 3c, the calibra-
tion ratio α = 0.5 yields the best results, balancing the
original and calibrated features effectively. Lower values
of α reduce the impact of calibration, while higher val-
ues overly prioritize the reference prototypes, leading to
suboptimal results.

6. Conclusion and Future Work

In this work, we propose a semantic Feature
Decomposition-Recomposition method that unlocks
the full potential of CLIP’s visual-semantic features for
few-shot class-incremental learning. Our core innovation
lies in decomposing CLIP’s frozen features into semantic-
aware segments through guidance of textual keywords,
making these segments transfer-ready through incremental
learning to be selectively recomposed for novel class
calibration. By establishing explicit mappings between
LLM-generated attribute keywords and their corresponding
feature segments, our method enables precise inheritance of
visual-semantic characteristics from multiple base classes.
The improvement of our method over existing methods
on several settings demonstrates its unique capability to
mitigate prototype bias while preserving discriminative
features.
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